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Otto
The only data engineering agent, built for Airflow
AVAILABLE IN LABS

Airflow Specific Capabilities & Skills 

Purpose Built Agent Harness

Open & Proprietary Knowledge 

* See “How We Taught an Agent Airflow: Building Self-Healing Pipelines with Otto” (Airflow Summit 2026)



Investigation

Priority & confidence
How urgent, and how sure

Root-cause narrative
Plain language, not a log 
dump

Suggested fix
Ready to run, not just a 
guess

Evidence trail
Every claim links back to a 
source event



Impact
Impacted Entities
To assess the full blast 
radius



OpenLineage
In 60 seconds



Related talks worth your time
1. OpenLineage in Airflow: A Comprehensive Guide (Airflow Summit 2023)
2. Activating Operational Metadata with Airflow, Atlan, and OpenLineage (Airflow 

Summit 2024)
3. OpenLineage: From Operators to Hooks (Airflow Summit 2024)



OpenLineage
1. Open standard for metadata collection, no vendor lock-in.

2. Data collected at runtime, not reconstructed after the fact.

3. Easily extensible with your own domain-specific context.

4. Granular control over what gets collected and emitted.

5. Hooks into Airflow through the OpenLineage provider via Airflow's Listener API.

6. Also covers Spark, dbt, Flink, and Hive - auto-linked for some operators when 

triggered from Airflow.

7. Sends events to HTTP, Kafka, file, and more out of the box - custom transports 

are easy to add.



Example OpenLineage event
Job
The stable identity - name, namespace, type

Run
Start/running/complete/fail lifecycle, tied to one execution

Dataset
Inputs & outputs - schema, source, location

Facets extend any of the three with more detail.



AN AGENT
Why not just point it at all your logs?



What the agent actually needs

Up to date
Useful context from the time of the 
run, not guessed or partially 
reconstructed afterwards.

Related, not isolated
Upstream and related jobs and 
data that may have caused the 
failure.

Minimal but exhaustive
Only what it actually needs, not 
every log line you have

The real questions aren't optional: Which logs? From which tasks? The failing one, or the related ones too - 
and how do you even know which ones are related? Through a database table? A blob file? An Airflow 
asset? A trigger / sensor operator? What if logs are bloated? What if logs do not have the information an 
agent needs?



FINDING THE ROOT CAUSE
Step by step



Seven steps to a root cause
1 Know that job failed

2 Identify the job

3 See the error

4 Understand the surrounding

5 Trace the blast radius

6 Check for anomalies over time

7 Add the context only you have



1. Know that job failed

Trivial, but everything starts here.

OpenLineage sends an event at task/DAG 
start, completion, failure, and skip - plus 
whenever a run is manually marked failed or 
succeeded in the UI.



2. Identify the job

All the coordinates every other piece of 
metadata hangs off.



3. The error
Error message
The full exception - not just “it 
failed.”

Deadline alerts
Which deadlines were breached, 
and did that cause the failure.

Data quality checks
Which check failed - and is it fatal, 
or just a warning.



4. Understand the surrounding 
Job attributes
Every job carries its own paper trail: an 
owner to page, and documentation that 
explains what it's supposed to do, tags 
used and more.

Run & trigger info
What parameters were provided, 
whether a note was left, and who or 
what triggered the run.

Human in the loop
Did somebody approve this job to run? 
Who? When? What reason did they 
provide? A lineage-attached fact - not a 
Slack thread nobody can search.



What actually ran
Source code
What ran, for Python & Bash operators

SQL query & query ID
The full query that actually executed & the exact query ID, for 
further debugging in your warehouse.



5. The blast radius
● Job relationships - which jobs feed in, and 

which consume its output. When something 
breaks, you need the surrounding job graph 
immediately.

● Dataset lineage - every other job reading or 
writing the same table.

● Column-level lineage - which input columns 
produced which output columns. Narrows 
an anomaly to one exact field.

● Triggering DAG runs - child runs carry the 
parent's identifiers automatically.

● Asset scheduling - consuming run's lineage 
event links back to the exact upstream run 
that updated the asset,s so "what fed this 
DAG?" has a direct answer instead of a 
guess.



6. Look for anomalies over time
Table schema
Column names & types on every dataset, good for catching 
drift early

State & duration
A slow creep toward a timeout shows up before it becomes a 
failure



7. The context only you have
Whatever you choose to include, with easy, extensible way - either on a global level or per 
operator.

The schema is extensible: attach anything domain-specific - cost center, PII flags - and it 
travels with the event, as close to the job as possible.



New ways of retrieving lineage
Custom facets via API
Push lineage facts directly through a documented API.

Hook-level SQL capture
Same lineage depth and details  as SQL dedicated operators, 
from inside Python tasks - without rewriting the code.



THE GAP
When OpenLineage is not enough



Key Context Pieces
Otto

Project Diffs

DAG code, dependencies, etc

Component Logs

Scheduler, worker, trigger logs

Deploy History
What changed, and when

Deployment Configuration Changes
Past adjustments

Lineage
Upstream and downstream assets

Historic Infrastructure Metrics
Memory, CPU, queue depth over time

WHAT RAN

WHAT CHANGED

WHAT’S AROUND IT









WHERE ARE WE HEADING
A look at what's next.



Otto’s future - a ready fix when you start your day
What's better than a good investigation? One that already happened. Auto-triggered the 
moment a task fails, Otto investigates before anyone's even seen the alert - root cause 
identified, evidence attached, and a PR with the fix already open. You don't start your 
morning investigating. You start it reviewing a fix that's already waiting.



OpenLineage next steps
More detailed lineage

We’re adding a dedicated lineage 
facet to improve accuracy and detail. 

Each output now maps to the exact 
inputs that produced it, instead of 
assuming every input feeds every 
output. Missing or partial lineage 
can be stated explicitly, 
dependencies can cross types (e.g. 
job to dataset), and more.

Data Quality provider 
(in review)

Declarative rules, a dedicated operator, 
and persisted per-rule history, running 
on the SQL connections you already 
have, with hooks to gate downstream 
tasks against Airflow Assets. 

A strong signal the community wants 
data quality standardized, not 
reinvented per team.

More native coverage

Lineage extraction works out of the box, 
at both the operator and hook level.

We already provide native OpenLineage 
support for over 80 operators and over 
30 hooks across over 30 Airflow 
providers - from Amazon, Google, and 
Snowflake to Postgres, Databricks, and 
more - and we're continuously adding 
new ones as providers evolve.



Building an Airflow agent? 
Start with OpenLineage
@kacpermuda
Muda.Kacper@gmail.com


