
Airflow Summit 2026 – 
Building a low-cost, 
scalable Airflow Platform 
for small teams

Aniruddha Sengupta



Contents

• Introduction
• Data Engineering context
• Our constraints
• Composer Environment optimization
• Airflow best practice
• Logs and metadata
• Environment separation
• Our methods
• Takeaways
• Q&A



Introduction

• Fintech based in UK (London and Cambridge)

• Manage cash savings across businesses and 
people across the UK -> make it easier to 
manage and diversify deposits and find the 
highest returns.

• Build a digital platform where client cash is 
managed into savings accounts with the 
highest interest rates.



Data Engineering Context

• Three main operational teams.

• ADE (Analytics and Data 
Engineering) sits across all the 
teams.

• Consume data from the Insignis 
machine and 3rd parties to 
deliver data driven insights.



Our constraints

• We are not a large data engineering team

• We do not have a big budget

• We do not have dedicated platform engineers



Our architecture

• Sources can have various formats – 
raw files, streams, APIs

• GCP tools used – Secret Manager for 
secrets, Dataform for SQL pipelines, 
Airflow for data pipelines and 
Dataflow for real-time 
infrastructure.

• Looker for client facing dashboards, 
Streamlit for internal apps, Cloud 
Monitoring for internal dashboards.



Set the relevant environment

● We use Composer 3 – handles scheduler, webserver and database 
automatically.

● Composer 3 has option to use the CeleryKubernetesExecutor.

● We have a small Composer environment. – will depend on number of 
DAGs, the number of concurrent tasks and how computationally 
intensive they are.

● Worker strategy: between 1 – 4 workers in the prod env.



Airflow best practice – Compute offloading

● As much as possible, use Airflow for orchestration, not an execution 
engine.

● If using APIs to fetch data – consider using sensible incremental 
strategies.

● Dataform for SQL/BigQuery orchestration, Dataflow for real-time 
pipelines, Dataproc for Spark.



Purge old logs and metadata

● Have a strategy in place to clean the Airflow logs and metadata table.

● Use a separate maintenance DAG or a Composer native strategy.



Environment separation

● Have dev, test, staging environments much smaller than the prod 
one.

● Make the worker provisions very small in dev, test & staging.

● Consider turning off Composer env out of hours (evenings, 
weekends).



Our methods- GCP budget alerts

Standard tooling – take 
advantage immediately.



Our methods- Maestro



Our methods- Tariff

• Internal Streamlit to app to 
evaluate the costs of 
running a Dataform pipeline.

• Using Dataform’s built in 
json compiler and 
BigQuery’s dry-run 
functionality.

• Gives us clear visibility on 
our Dataform pipelines.



Our methods- Airflow as an observability 
layer

● Airflow used an observation layer.

● Gives insight into health of pipeline.

● Dashboards hosted in Cloud 
Monitoring



What we would do differently

• Work on observability dashboards into pipeline health alongside the main 
data pipelines themselves instead of being an afterthought.

• Make more internal apps (Maestro) that helps to automate direct cost 
optimization – something that previously took a long time manually to do.

• Create and implement methods of automating governance sooner.



Takeaways

• Automation can be used intelligently as a substitution for headcount.

• You can’t manage what you don’t observe.

• Observability is cheaper than incidents.
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