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Apache Airflow vs. Apache Spark:
Orchestration vs. Execution

Apache Airflow Apache Spark
(Orchestration) (Execution)
"\\
Spark Declarative Pipeline e

-0

Changes things up: Defines what s
to do, not how, allowing for m O
optimization across the DAG.

Executor
\\Bridging Orchestration & Execution ) -0
Orchestrates the workflow Runs inside each DAG task;
DAG; schedules and executes distributed data

monitors tasks. processing jobs.




Finding Spark Cost Opportunities in
your Airflow steps

e Your Airflow DAG shows all green. Every task completed
successfully. And somewhere in your Spark cluster, a job just read
7 billion rows five times in a loop, and nobody noticed.

e Question 1: Which Step Is Eating Your Budget?

e (Question 2: Parallel Steps or Sequential? Why Getting It Wrong Is
Expensive

e Question 3: Are we using the allocated resources during the life of
the step?




Finding the most expensive step

Question 1: Which Step Is Eating Your Budget?

73% of the cost concentrated in 8 steps. All doing essentially the same

Job Name

ETL_Sales_Pipeline

Validate_Customer_Data

Enrich_Product_Catalog

Aggregate_User_Sessions

Generate_Analytics_Report

Sync_Delivery_Events

Timeline

Execution Time

Today at 08:45

Today at 09:00

Today at 09:00

Today at 09:15

Today at 09:15

Today at 09:30

Duration Input Volume

12mdé4s

12m04s




Finding the root cause

4. Filter

52h 15m 73.00% 8h 30m 98.47%

4h 45m 6.64% 6h 05m 8.52%

The root cause was visible the moment we looked at the Spark physical execution
plan: each step contained 5 identical Read ORC nodes, each scanning 6.25 billion
rows. The same filter chain ran 5 times. Each filtered result was repartitioned

separately.

e Detect by repeated Lineage in the physical plan DAG




Parallel Steps vs Sequencial

Question 2: Parallel Steps or Sequential: Why Getting It Wrong Is Expensive:

Scenario: job_setup — job_B (52 min) — job_B_report (42 min)
L— critical path: ~94 min

Should we parallelise the 2 critical steps to run 2x faster and cheeper??




Parallel vs. Sequential: The Memory Dilemma

(Scenario 1)

Sequential Execution (Better)

Step 1 (1TB Read) >V

1 1TB
v Available
Memory

Step 2 (1TB Read)

Step 3 (1TBRead) >V

Each step fits entirely into memory.

No disk spill. Fast execution.

Parallel Execution (Worse)

Step 1 (1TB)

1TB
Step 2 (1TB) Available
Memory
Step 3 (1TB)

Total read (3TB) exceeds memory.
Significant spill to disk. Slower & costlier.

2TB Spill

Disk Storage
(Slow & Expensive)



Parallel vs. Sequential: The Resource Dilemma

(Scenario 2)

Sequential Execution (Worse)

Step 1 (33% CPU/Mem)

Total Available
Resources

Step 2 (33% CPU/Mem)

Underutilized
Resources

Step 3 (33% CPU/Mem)

Slow execution.
Resources wasted.

Parallel Execution (Better)

Step 1 (33% CPU/Mem)

Total
Available
Resources

Step 2 (33% CPU/Mem)

Step 3 (33% CPU/Mem)

v

Max Resource Utilization.
Faster execution.



Airflow & Spark Deployment Modes:
Cluster Allocation Strategies

1. Dedicated Cluster - 2. Dedicated Cluster \ 3. Shared Cluster
per Task per Workflow (DAG)

A Airflow DAG A Airflow DAG A DAGX
[ Tajk A ]—>[ Task B ]—>[ Tas:( C ] [ Task A ]——[ Task B ]—»{ Task C ] [Task 1 ]——[Task 2] ‘Oiz

S

B
/ | SPOFJEZ x DAG Y ;_ J

M N N N |

Spark Cluster 1 Spark Cluster 2  Spark Cluster 3 ‘ Shared Persistent
(Task A) (Task B) (Task C) | S?ggkecétitfr Spark Cluster
Each individual task execution = | A single Spark cluster is Multiple DAGs and users

spins up a new, transient ~ created for the duration of an submit jobs to a single, long-
Spark cluster. Maximum ~entire DAG run. Tasks share running Spark cluster. Most

isolation, high overhead. the cluster resources. efficient, requires

multi-tenancy management.



Resources Utilization

Question 3: Are we using the allocated resources during the life of the step?




Inspect the query plan

Find the stage wich run during idle resources

Tasks: 580
Resource Duration: 2h 38m




Inspect the stage

Root cause in this cause is a partition skew on the stage.

But why do we have a partition skew?

- = Stage55 attem)

Resource Duratior

14.83 min 158.19 min

Stage 55 (Attempt 0) - Running Tasks Over Time Task Metrics Distribution exBcutorRUNTIrne ‘T}assk Daration Composition

16m 40s

13m 20s

"

10m

executorRunTim

15

_Time (minutes) i 25%  Median




Inspect the stage plan

Shuffle Join with 33Mb and 441 Gb

STAGESS ATT

213. Repartition By Hash
Shutfle (shuf )

219, Repartition By Hash
shuffle (shuffieRead)

33.8MB
614,044 rows
1,000 partitions

18. Runtime Partition Coalescing
shuffle

151, Runtime Partition Coalescing
shuffle

aa168
24,151,915 row
580 partitions

2,973 rows.

150. Max

338MB
614,044 row
580 partitions

17. Join (shuffle Hash)




How to bridge the gap

Propagate your Airflow metadata (DAG IDs, task names, tags)
into Spark application tracking, and from there to your compute,
observability and finops solutions

Attach cost to each workflow and step

Find insights on issues on the spark physical plan and cluster
info

Use Al optimize it for you by giving him as much context as
possible

This is what we do at DataFlint!




Questions?




