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Agent Analytics
Understand what agents do



Pendo is the product context layer



At Pendo, AI collapsed our 
time-to-production from 
3 months to 3 weeks.



The new bottleneck is attention.

At Pendo, AI collapsed our 
time-to-production from 
3 months to 3 weeks.





Python ML on K8s dbt / SQL Scorecards BigQuery Native ML Pendo Predict 
(managed ML Hybrid

The MLOps Zoo
ML ORCHESTRATION



✔ 3x/day ✔ Weekdays ✔ Monthly ✔ Daily ✔ Daily

Python ML on K8s dbt / SQL Scorecards BigQuery Native ML Pendo Predict 
(managed ML Hybrid

“Feeding Schedules”
ML ORCHESTRATION



EZQL
weekdays

Zeke
trigger only

Maxine
trigger only

Hot Leads
Mon only

Charlie
3x / day

Nightingale
3x / day

Rodrigo
3x / day

Florence
daily

Eve
monthly

▼      ▼      ▼

Independent DAGs

DAG Ecosystem
ML ORCHESTRATION



PythonOperator

Feature Prep
dbt Cloud job via REST

▶

KubernetesPodOperator

ML Scoring
Isolated container on GKE

ML deps never touch Composer

▶

PythonOperator x2

Post-Processing

How We Feed the Animals
PIPELINE ARCHITECTURE

Parallel fan-out to dbt



Parallel Prep, Single Scorer

A/B model versions share one 
scoring container

fan-in before scoring · fan-out after

dbt job A

dbt job B

K8s pod post

How We Feed the Animals
GRAPH VARIATIONS



Parallel Prep, Single Scorer

A/B model versions share one 
scoring container

fan-in before scoring · fan-out after

Partial Fan-In

Not all downstream tasks wait 
for all upstream

trigger_rule='none_failed'

dbt job A

dbt job B

K8s pod post start

pod A

pod B

pod C

train final

other

How We Feed the Animals
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Parallel Prep, Single Scorer

A/B model versions share one 
scoring container

fan-in before scoring · fan-out after

Partial Fan-In

Not all downstream tasks wait 
for all upstream

trigger_rule='none_failed'

Conditional Child DAGs

Skip expensive branches by 
schedule

BranchPythonOperator + 
TriggerDagRunOperator

dbt job A

dbt job B

K8s pod post start

pod A

pod B

pod C

train final

other

child A (daily)

child B (daily)

child C Mon only)

hub

How We Feed the Animals
GRAPH VARIATIONS



… but which enclosures need a zookeeper?

>30
Daily dbt jobs

~10
K8s pods spun up

1-3
Scoring rounds 
per model /day



DS ModelGuard

Separate Airflow DAG, runs daily

Checks: Precision/recall vs. thresholds, 
volume anomalies, feature drift PSI, z-scores), 
dbt upstream health

Output: Slack health report, per-model status

THE ZOOKEEPER



Detection is solved.
Prioritization is not.



Detection is solved.
Prioritization is not.

Which yellow status matters more?
Is this the same pattern we saw last month?
Where should I start?



THE MORNING ROUNDS

What If an Agent Did the Rounds?

DS ModelGuard
Detection

▶ Agent
Triage

▶ DS Team
Action

Choose which models to drill into

Compare today's issues against past incidents

Prioritize, “check Ward first, Charlie can waitˮ

















ARCHITECTURE

Hand-Rolled Agent on Airflow 2.x

Airflow DAG

PythonOperator

Agent Loop
Sonnet via 

Vertex AI rawPredict

Tools
Python functions 
query BigQuery

Slack Bot

Post in Slack 
channel

▶ ▶ ▶



ARCHITECTURE

Hand-Rolled Agent on Airflow 2.x

Airflow DAG

PythonOperator

Agent Loop
Sonnet via 

Vertex AI rawPredict

Tools
Python functions 
query BigQuery

Slack Bot
▶ ▶ ▶

↩  HITL user replies in Slack → GCP Cloud Function triggers new DAG run → agent continues in-thread

Post in Slack 
channel



INSTITUTIONAL MEMORY

The Resolution Journal
---
model: ward_seg_a
date: 2026-08-12
severity: red
root_cause: staging_schema_change
features_involved:
  - product_engagement_30d
  - activity_events_30d
summary: >
  Precision dropped to 0.44 after col rename
  in stg_pendo__usage_metrics. PSI 0.31, 0.28.

resolution: >
  Fixed staging model, re-ran pipeline.
  Recovered next morning.
resolved_in: same day
action_taken: dbt model fix + pipeline re-run

---
model: charlie
date: 2026-08-03
severity: yellow
root_cause: score_spike_noise
features_involved:
  - churn_risk_score
  - renewal_probability
summary: >
  Score jumped 38% DoD, volume dropped 15%.
 Features stable, dbt upstream clean.

resolution: >
  Self-resolved in 24h. Cohort of unusual 
  renewal timing entering scoring population.

resolved_in: 1 day
action_taken: none — noise confirmed



WHAT'S NEXT

Airflow 3 and @task.agent
NOW  (Airflow 2.x)

for round_num in range(MAX_ROUNDS + 1):
    resp = requests.post(URL, json=body)
    tool_blocks = [b for b in resp
                   if b["type"] == "tool_use"]
    if not tool_blocks:
        break
    for block in tool_blocks:
        fn = TOOLS[block["name"]]
        result = fn(**block["input"])
    messages.append(...)

NEXT  (Airflow 3)

@task.agent(
    model="claude-sonnet-4-6",
    tools=[get_summary, get_health,
           get_drift, get_history],
    enable_hitl_review=True,
)
def triage(context):
    return "Check all models for today."

@task.agent  — replaces the hand-rolled loop

enable_hitl_review  — native chat UI built into Airflow

Asset watchers  — trigger triage when DS ModelGuard's BQ write lands

dbt refresh tool  — detect stale data → trigger re-run from the same DAG



Takeaways

1 You can build agentic tasks on Airflow 2.x today.
A PythonOperator + a bounded tool-calling loop. No upgrade, no new packages.

2 Detection and triage are different problems.
Deterministic checks catch problems. An agentic layer routes attention to the right one first.

3 Institutional memory compounds.
A resolution journal means your triage agent gets smarter with every incident.



Questions?

Please share feedback!

Lindy Bustabad
Sr. Analytics Engineer, Pendo

Let’s connect 
on LinkedIn!


